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Over the past 40 years, business thought leaders in the
industrialized world have had a love-hate relationship with
artificial intelligence technologies. A succession of brief vogues,
in which technology vendors sought to apply AI to a range
of pragmatic business challenges, have been punctuated by
periods of disillusionment.
More recently, however, AI and machine learning have
emerged as powerful, practical and well-accepted tools for
a wide range of business applications. The techniques have
become vastly more capable. Equally important has been the
explosion of capacity in information infrastructures, especially
the development of databases and processing to manage “Big
Data” during the first decade of the 21st century.
The ability to process massive volumes of data rapidly enabled business
performance improvements through predictive analytics — tools to forecast trends in
data representing vast numbers of transactions that could be used to make practical
business decisions. Predictive analytics have replaced the more simplistic business
intelligence tools of the 1990s. The success of predictive analytics opened the
door for a renaissance of AI and machine learning applications, for which executive
confidence, and interest in adoption, has soared.
AI drives a wide range of robotics, machine vision and other industrial applications,
as well autonomous vehicles (self-driving cars). AI has enabled machines to make
sense of image data (e.g., the ability of ATMs to accept check deposits and read
handwritten dollar amounts) and audio streams (as in voice-responsive personal
assistant systems such as Apple’s Siri and Amazon’s Alexa).
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Many of AI’s most compelling business applications have sprung from the ability of
these tools to see meaningful patterns in large volumes of data. AI methods have
been used to diagnose and resolve problems in a customer service context for
more than a quarter century, and more recently to discover patterns in customer
relationships, such as which customers are most at risk of jumping to competitors’
offerings, and which are likely to remain loyal and make additional purchases. Many of
the most valued applications for AI and machine learning are in the financial services
industry — mainly in assessing the creditworthiness of loan or credit card applicants
or detecting patterns of activity that might indicate fraud.

Driving innovation and putting AI
to work
FICO has been developing and operationalizing AI and machine learning for more than
40 years, and has distinguished itself by inventing many of the tools and methods that
make AI effective, particularly in financial services and risk management applications.
FICO’s core business is in helping organizations make decisions by assessing risk.
AI was a natural place for FICO to invest, and has grown into a core competency. The
company has a large and growing patent portfolio in AI and machine learning, and
a long history of operationalizing AI. The technology is taking FICO and its clients
beyond its base in risk-focused applications to areas such as cybersecurity, mobile,
retail marketing and the Internet of Things (IoT).
FICO holds 174 US and foreign patents, and has 91 pending patent applications,
including an array of original intellectual property that has advanced the
operationalization of AI in important ways. FICO inventions have made it feasible for
AI and machine learning to perform high-impact decision support functions:
• Better and faster than human analysts and domain experts can
• With less reliance on potentially cumbersome, high-maintenance rules
• Under conditions where people cannot perform these functions and far less
expensively than people can perform them
This white paper explores some of the key FICO innovations that have helped
expand the practical business application of AI and machine learning, and
illustrates the breadth of the company’s innovative focus on AI.
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What do we mean by AI?
The term “artificial intelligence” refers to any means of representing humanlike logic or
intuition in a system. The usual rationale for it has been to support human knowledge
workers responsible for complex decisions, although AI has long been able to replace
human agents in simple, repetitive tasks.
Today, AI software is commonly deployed to analyze and generate recommendations
based on data that is far too voluminous and complex for humans to digest on their
own. AI performs business tasks that would not otherwise be feasible no matter how
much manpower was assigned to them.
The basic conceit in early attempts at AI was that human expertise in
any given problem domain could be reduced to a set of basic, logical
rules, which could be rendered as decision trees. So-called expert
systems based on this design have been deployed in domains like
problem diagnosis and resolution in customer service. But expert
systems were subject to two essential limitations: They could only
model knowledge in domains that were fully understood by the experts
who built and maintained the trees. Also, the building and maintenance
process was so laborious that it became impractical for many
applications.
To overcome the scalability hurdle, scientists discovered techniques to learn directly
from data. Decision trees were enhanced using these alternative AI models based
on machine learning, in which pattern recognition and statistical analysis take the
place of encoded logic. The earliest models of this type were known as artificial
neural networks and were based literally on what was understood of learning in
biological brains. One of the earliest and most successful production neural network
applications was FICO® Falcon® Fraud Manager, FICO’s industry standard fraud
detection system, which dates back to the early 1990s. Neural networks in turn
have spawned a wide range of new algorithms based on the discovery of patterns
and associations — what facts or conditions lead to what outcomes or conclusions,
when the algorithm is allowed to analyze a collection of examples. The resulting
mathematical encoding of these patterns and associations is the model.
This associative learning is close to what humans do. The mathematical associations
take the place of coded rules. Learning is accomplished by a process called training,
in which the machine learning algorithm analyzes the raw data and constructs a
multidimensional representation of correlations it finds in the dataset, between input
data (what facts or conditions tend to be associated with one another) and outputs
(which combinations of input variables are associated with which outcomes).
These machine learning models are far more manageable than logically constructed
decision trees, as they can refresh themselves as the relationships change (although
in many applications human experts build tree logic on top of neural-based models to
guide the application of the system’s recommendations).
These biologically inspired models are what today’s AI systems generally are made of.
But what do we actually rely on them to do?
© 2017 Fair Isaac Corporation. All rights reserved.
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Find patterns in massive amounts of
messy data
The business world is drowning in data. A small portion of this data is structured —
mostly numerical, maintained in normalized databases and tagged with metadata.
This type of data includes records of business transactions, consumer purchases,
billing, medical records, infrastructure configurations, geography and many other data
useful in business applications — including the kind of risk analysis that has been a
staple of FICO’s business for six decades.
But about 90% of the mind-numbing data accumulated in the business world is in the
form of unstructured data — text, images, video and other content in documents and
other types of files that do not lend themselves to organization in rows and columns
and have no consistent metadata. It is this lion’s share of the information universe that
underscores the urgency of the AI challenge.
Machine learning can find useful patterns in both structured and unstructured data, to
support a wide range of uses in AI-based decision support.

Identify archetypes or personas relevant
to a problem
Most business decisions are about change — what actions to take as market
conditions evolve, or what to do when a situation deviates from “normal.” An AI
system typically is trained on data intended to represent normal business conditions,
so that it can recognize when those conditions are not normal and thus trigger a
response or decision. However, there is rarely only one “normal.”

According to the IT consulting firm IDC, the world will
have produced about 44 zettabytes of digital data by 2020*,
more than 24 times the volume as of 2011.
The Digital Universe of Opportunities: Rich Data and the Increasing Value of the Internet of Things. April 2014.
https://www.emc.com/leadership/digital-universe/2014iview/executive-summary.htm

An archetype is the encoding of a set of examples in a population of data that share a
particular definition of “normal.” Imagine a type of loan designed for a specific type of
borrower. Cases in which a borrower for whom that loan was designed applies for it
would be archetypical. An AI-based loan approval system might flag an application for
that same loan from a customer with a very different profile as an exception requiring
special attention.
© 2017 Fair Isaac Corporation. All rights reserved.
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Find meaningful guidance based on the
archetype
The model is expected to provide advice to help an analyst make optimal decisions
based on expected archetypical behavior, via pattern recognition. The advice will be
determined by how, and by how much, a new situation varies from the archetype.

Find deviations from established patterns that
mean something important
The goal of the model typically is to detect anomalies — fraud, security risks,
creditworthiness, supply chain disruptions, health risks and the like. A sharp deviation
from archetypal behavior might indicate an anomaly. Or, it may represent a previously
unidentified archetype — a new “normal” that must be incorporated into the model.
That determination is up to the human analyst supported by the model.

Adapting to changes in the
patterns is important
Conditions for any market or application change constantly. An effective AI model
must incorporate not only the data on which it was originally trained but the new
experience it gathers in production, to maintain the relevance of its knowledge and
ultimately achieve the right outcome.

Better decisions

There are many different types of AI models, each effective for supporting a different
set of decision types. Software refinements can bring about more effective data
analysis in each model, and improve the efficiency of the all-important learning
process.

A causal model for estimating outcomes associated with decision
alternatives
Nearly all machine learning models in production today are principally designed to
uncover and base decisions on correlations or associations between variables. But
correlation, as has been famously observed, is not the same as causation.
© 2017 Fair Isaac Corporation. All rights reserved.
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A FICO patent describes the use of machine learning tools to do the work of causal
discovery — to sift through a dataset and find evidence for cause-and-effect
relationships. This is important in business applications if the business owner does
not want simply to predict what will happen in the future, but rather to predict what will
happen if one option is adopted versus another.
For example:
• A marketer might wish to predict a customer’s response likelihood if given a specific
offer, versus that offer plus a 10% discount, or a 20% discount. The objective would
be to predict how those different offers would affect the customer’s response
likelihood.
• A credit risk manager might want to assess the difference in the credit risk if a
customer is offered a $10,000 credit limit or a $20,000 limit. The question is, what
is the optimal credit limit for this customer and this card — the limit that maximizes
profit without incurring unacceptable risk.
This type of application moves the application owner from predictive analytics to
prescriptive analytics. The model analyzes what-if scenarios and projects their effects
on the outcome.
The invention described in this patent uses more complex modeling steps than would
be involved in building a traditional predictive model, to tease out the cause-effect
relationship between decision alternatives and outcomes. The patent exemplifies this
with actual data from a risk-based pricing project, in which a bank wished to reassess
the premise that riskier borrowers should pay a higher interest rate. The model was
designed to assess whether this risk-based interest rate is optimal, or if the bank
should adjust the relationship between risk and rate to maximize its return. The input
variables for the model included the pricing and the credit limit in the offer, along with
other conditions. The output was whether the customer accepted the offer.
The causal model tries to establish the relationship between the input variables
and the output. In analyzing what-if scenarios, however, it isn’t always clear that
the associations discovered are in fact causal. The experience base may produce
spurious correlations that look like robust relationships between input factors and
outputs, but aren’t.
The gold standard for understanding cause and effect is in the experimental science,
with randomized testing, but in the business world, this is sometimes unrealistic. An
effective methodology must determine whether it is possible to establish a causeand-effect relationship. This patent describes a method that identifies a causeand-effect relationship if there is enough variation in the data to discriminate with
high precision. But it will warn the user if there is not enough variation in the data to
establish a causal relationship. The algorithm’s ability to determine whether there is
enough variation to determine causality helps us to trust its recommendations when
it does find enough evidence to make strong claims of causality. The non-causal
correlations may still be useful, even if only to design new experiments or to make
more guarded claims.
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Automate and shorten the test and learn cycle
Every AI or machine learning model must undergo a training process before it is
deployed. Training of a complex model may take days or weeks, so there is enormous
value in refinements that can speed up the training process and increase confidence
in its effectiveness.
Another FICO patent describes a way to make the training of a machine learning
model quicker and more efficient; it also introduces a way to maximize confidence
in the model’s recommendations. If, for example, a lender needs to come up with
a policy to give different applicants different credit limits based on their financial
behavior, their risk and their profit potential, how do we determine that we have
learned enough to deploy the model? This innovation addresses that problem.
This patent describes a system that constructs a learning loop, building these causal
models associating input factors describing the customer’s financial behavior with
the result to show how profitable that relationship is to the card issuer. Then it adds
an additional process of testing to explore the effect of changes to the product —
e.g., what happens if certain customers are randomly offered a higher credit limit.
The model learns the resulting behavior and profit level, to improve future offers,
and it ensures that these experiments are done in a way that does not expose the
bank to excessive risk. It restricts testing to experiments that are neither excessively
generous nor unrealistically cautious. Each iteration of the learning loop improves the
profitability of the solutions proposed by the system.

Robust and adaptive models

Adaptive analytics generate models that are continuously adjusting to adapt to
changes in evolving relationships. Typically, it consists of a model that adjusts or
tunes another model, using data that was not available at the time of initial training.
The predominant AI models have been based on biological learning — the neural
network approach and its numerous descendants. These associative learning models
have enormous power; they can reveal meaningful but non-intuitive correlations in
data that conventional, logic-driven analyses would miss. Unfortunately they also have
limitations that challenge developers — most fundamentally, the fact that the model’s
initial training creates a fixed set of correlations as of the point in time when it was
trained. An adaptive model adjusts these correlations to correct for changes in the
data that have occurred since the neural network was trained.
Utility of conventional neural networks in the past has been limited by the need for
large volumes of labeled data. To determine meaningful patterns, it was necessary to
tag data points before introducing them as input variables, so that the model could
make sense of the variables’ relevance (i.e., compare apples to apples).
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To take a simple example, if the model were used to diagnose technical problems
in a network, the model would be tasked with distinguishing between benign and
malignant traffic (bad gateway, virus infection) based on input features of the
environment (the network operating system, the version of an end-user’s web
browser, etc.) and the symptoms experienced by the end user (slow performance,
error messages). To train the neural network, one would need to tag several thousand
instances of the features with a label: benign or malignant. The tagging can become
cost-prohibitive and impractical very quickly.
In the real world, however, a data point may represent an important observation but
might not be possible to tag in this way. Fortunately, newer self-learning models
have been deployed that do not require input variables to be tagged at all. The model
simply learns, based on the training data, that various data points are associated
with one another. These types of models require much less supervision or deliberate
intervention on the part of data scientists, and may be more realistic to apply in new or
rapidly changing applications or domains.

Autoencoder
Self-Calibrating Outlier Models

Too many parameters
to set manually!

Another FICO patent describes a machine learning instrument
called an autoencoder, designed to alert the owner of a
machine learning model when it no longer represents the
business environment it was built to work in. In other words, the
autoencoder detects that the data environment is shifting away
from the pattern of associations that were current when the
model was originally built. Specifically, it uses a metric called
reconstruction error. This is a data scientist’s way of describing
the degree to which a new example deviates from the values
predicted by the model.

Reconstruction error arises in a business application when the
model encounters a case — e.g., an example of credit applicant behavior or buyer
behavior as in a marketing context — that is very different from the examples in the
original training data that were used to build the model. The more the new example
deviates from the expected patterns, the greater the reconstruction error. It could
indicate that the original training data was incomplete, or it could mean that the new
example represents a newly discovered phenomenon: An entirely new type of fraud,
a new consumer buying habit, etc. If this pattern persists, it may be time to retrain the
model.
Fraudsters relentlessly try to invent new schemes to subvert regulations or bypass
detection. Casting a broad net slows down genuine business. Thus, differentiating
between fraudulent and genuine transactions requires the utilization of hundreds
of input variables. Additionally, in many other risk-associated applications, the
output is more complex than a simple numerical score or a yes/no decision. FICO’s
autoencoder approach adds significant value in these sorts of applications.
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Easier interpretation

AI, as observed earlier, has gone through periods of enthusiastic adoption, punctuated
by periods of skepticism. A key reason companies have resisted AI adoption has
been a perception that while AI models often provide guidance that seems useful, it
is difficult to understand how the model arrived at its recommendations. Input data
goes in; recommendations come out. Adopters have often viewed the logic in the
middle as a black box.
This perception has undermined trust in the model, making
it difficult to achieve consensus to adopt. It has also raised
concerns in areas such as regulatory compliance. That is,
a lender that has denied an applicant credit must explain
its reasoning to demonstrate that it has not discriminated
against the applicant. Thus, the logic behind the decision
must be transparent.

Trust and confidence through explanations
Explainer
(LIME)

Model

Data scientists at FICO have partially resolved the black
box problem by engineering their models to generate
reason codes — along with the recommendation, the
Explanation
Human
model outputs an explanation best representative of
decision
the patterns in the input data that led to the decision.
Reason codes have sufficed for relatively simple
recommendations. Many models, however, are designed
to output much more complex results. These typically are provided in the form of
multidimensional scorecards, allowing the business to evaluate many aspects of the
solution provided. Scorecarding is a discipline unto itself.

Data and
prediction

The goal of explainable AI

Today
This is
a cat

Training
Data

Learning
Process

Learned
Function

Output

User with
a Task

Tomorrow
This is
a cat

Training
Data

New Learning Explainable
Process
Model

It has fur,
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and claws

Explainable Interface

User with
a Task

But the problem of transparency persists
for AI. FICO has dedicated resources to the
refinement of Explainable AI — new types of
AI and machine learning models that make it
easier for business generalists to understand
what is going on inside the black box, and to
satisfy regulators that credit decisions are made
ethically through these models.
Two FICO innovations, in particular, are aimed
at making sense of predictive models or
scores, designed to predict what will happen
to a consumer account in the future — whether
that is credit performance or fraud likelihood,
or the likelihood of a response to a marketing
offer. These inventions are broadly applicable to
predictive problems.
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Generating segmented score functions for scoring individuals
In credit risk scoring, it is particularly important to be able to explain the models and
the decisions to the stakeholders — employees of the bank, operational staff in the
bank branches, and regulators need to ensure that the models are delivering equitable
decisions. Also, it is critical to explain the decisions to the consumers who are directly
affected. In the US, in particular, there are regulations requiring that consumers
declined for credit are given the reasons behind their scores.
At FICO we use two important types of machine learning algorithms — neural
networks and so-called “tree ensemble models” — to provide transparent explanations
for the recommendations.
The tree ensemble model is a kind of hybrid between the logical, encoded rules in
decision trees and machine learning. The decision tree approach is useful in domains
where the logic is well understood by experts, and there are predictable paths to an
outcome. In an application where the system is intended to analyze and make sense
of a set of input data — such as features of an applicant’s credit history — the rules
in the decision tree determine the approach the system will take to analyzing and
making a decision on the input data. Ensemble learning tries to mimic the “wisdom of
crowds.” That is, it will make multiple passes through the data. Each time, the tree is
likely to yield somewhat different results. In theory, a weighted averaging of the results
will produce a better analysis of the input data than any single pass through the
system will. It is not feasible to go back and try to analyze the logic underlying each
tree, however.
What we can do is similar to what is commonly done with neural networks, algorithms
based not on logical rules but on a statistical analysis of correlations in the input data
that lead to a decision or recommendation. The correlations are difficult to explain.
But we can diagnose the outcome by changing one input variable at a time and
observing how the output changes. That simulation tests different inputs and outputs,
and then the model creates a graphical representation of those changes.
This is essentially a sensitivity analysis. The technique produces a series of
visualizations that show, for example, that if income increases, everything else being
equal, that has a measurable positive effect on the credit score. If that relationship is
nonlinear, it will be visualized in a nonlinear graph. Then, the model does the same for
all of the other input variables. This allows us to produce a transparent explanation of
the effect of each of these variables on the ultimate decision, without burdening the
end user with a tedious examination of the internal logic.
Two FICO patents describe this approach — one, converting insights from the tree
ensemble model into a segmented scorecard, and a second as described above for
the neural network.
FICO has patented the use of the graphical sensitivity analysis to assign reasons to
the output scores, e.g., to identify the reasons for declining credit or issuing a fraud
alert. But the method is generally applicable. If, for example, the model is used to
identify someone as a likely purchaser of a car or smartphone, the sensitivity analysis
can provide the possible influencers behind this assessment.
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In principle, the sensitivity analysis could capture complex relationships between the
inputs and the score that are so complicated they cannot be reasonably explained to
the consumer. To avoid this problem, we restrict these models to guarantee that the
relationships are not so complicated they cannot be explained in plain language. While
the model may be capable of arriving at a highly precise score using complex, opaque
relationships, the FICO innovation enables us to roll the output back to a slightly
less precise score, resulting in easily explainable logic. At least in credit scoring, the
compromise in precision is so slight that it does not affect the big picture.

Converting tree ensemble models to a segmented scorecard
Scorecarding is a traditional way of framing credit scoring, where a credit application
is given points for certain attributes, and the scores are simply added up. It is a very
simple model, offering a visualization that is intuitive and easy to understand. It does
not have the precision of a machine learning model, however. For development of a
model in the laboratory, we can use all kinds of machine learning algorithms, but we
may want to deploy it in the operational environment as a system of scorecards, if the
end users are comfortable with this medium of explanation.
FICO created additional means to implement a machine learning model and transform
the output into a presentation form resembling a traditional scorecard.
Segmented scorecards make sense when a population or portfolio is very
heterogeneous — it contains segments of the population that behave in different
ways, so that each of these sub-segments would be best served with its own model.
It is tedious to determine what these different subpopulations should be. The FICO
invention automates that process.
For each subpopulation, it uses the information in the machine learning model to
automatically determine the best segmentation and develop different scorecards
for those segments. To make these models highly predictive, the scorecards are
guided by the machine learning model, and each of the scorecards is easy to explain.
We might use something similar to a statistical modeling algorithm such as logistic
regression to create the scorecard. The input variables of that regression would be
structured in a specific way that creates the scorecard characteristic.
In fraud detection, it may be that the highest 1% of scores are given to analysts to
examine. They may not have time to examine each incident in detail, but the point is to
enable a human to make that decision based on scores assigned by machine learning.
The reasons provided along with a score help the analyst to decide which reports to
investigate.
Or, in a marketing response model, an individual might be shown to have a high
propensity to buy alcoholic beverages. If the marketer observed what factors were
driving that high score — such as a birthday — then that might prompt marketing
promotions and offers, not just for beverages but for other products and services
related to a birthday celebration.
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Popular use cases

FICO’s core business rapidly excelled in risk scenarios, risk analysis, credit scoring
and fraud detection and quickly became the trusted solution in the financial services
industry. But the company’s proven capabilities in AI have led to far-reaching solutions
across multiple industries.

Data security and the Internet of Things
The domain of cybersecurity may seem removed from commercial or consumer
credit scoring, but both involve complex risk assessment. Data security is a business
critical issue; its urgency is underscored by the emergence of the Internet of Things
(IoT). Today we need to be concerned not just with machine security but a plethora of
emerging business and consumer AI devices.
An information security professional now has to ask, what is the “normal behavior”
of an IoT device? Although that behavior can be observed from the data that is
continuously streaming out of these devices, one does not have the luxury of tagged
data with labels. Any system built to detect anomalous behavior must self-calibrate
its definition of “normal” and in so doing improve its level of accuracy. Additionally,
this definition of “normal behavior” will change over time as the same device is used
more frequently at different periods in time. It will likely be used during business hours
and during vacation time. FICO’s technologies use the data to create a profile for each
device, including details such as the frequency with which the device generates a log,
and the normal values of the data in that log; what other devices are connected to this
device; what analytics receive data from this device; etc. Without storing the data, the
devices are continuously re-profiled, and the model uses what is called unsupervised
learning to detect normal and anomalous behavior. Unsupervised learning is most
appropriate for use when the data does not have labels or tags.
The so-called self-calibrating analytics detect, in a real-time streaming sense, when
profile data from a device or devices deviates from normal — possibly indicating the
device is malfunctioning or has been compromised. The analytics can recognize
abnormal patterns of access to the device or extraction of data from it. They can
recognize when the device is receiving data in an abnormal way, e.g., if it is getting
instructions from a botnet. The analytics also recognize when a cluster of devices
have gone into a panic mode, indicating a possible health and safety issue.
IoT configurations are enormously complex and it may take time to teach the model
to distinguish between innocuous deviations from normal patterns and genuine
problems. But FICO’s model using unsupervised learning can rank-order anomalies to
prioritize those recognized from experience as suspicious.
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A further FICO patent is used to describe the multilayered self-calibrating model
(MLSCM), which incorporates the ability to recursively estimate the profile values for
various devices. The MLSCM analyzes the patterns and determines for itself which
ones are associated with security issues for impending failures. The MLSCM is a
highly refined, high-efficiency way of going about it, well suited for the large volume of
data points and the velocity of change in IoT environments.

Analyzing unstructured data and text
The volume of unstructured data in organizations is increasing at 16 times the growth
rate of structured content in databases. Data scientists are therefore developing
newer classes of AI, including so-called cognitive applications — machine learning
tools that mimic the way humans think. This has become an essential ideal as
information science has focused on the management of unstructured data: the types
of information that resist easy tagging and classification, such as audio, video, sensor
feeds and, most importantly, raw text.
For decades, technologists have approached text analysis through natural language
processing. More recently, data scientists have added statistical analysis methods,
similar to the analysis techniques used in information theory or communications
theory, trying to find frequencies and entropy. FICO data scientists are working to
combine the two approaches, to gain new insights into the meaning of unstructured
text.
The technology discovers non-obvious connections or correlations hidden in large
volumes of data, aided by linguistic rules that allow us to make sense of speech
or text. These insights have practical value in predictive analytics. Technologists
incorporate these techniques in applications that capture specific insights that are
relevant to the conditions or events they want to predict — customer attrition, or a
disease incidence, or a specific type of crime or terrorism.
People generally do not announce their intention to commit crimes, switch
telecommunications carriers or leave their jobs. But just as predictive patterns can be
identified in data on financial transactions, AI can identify similarly predictive patterns
in the things people say, write and do. In large volumes of speech or text, statistical
analysis can easily demonstrate that two different terms are used to mean the same
thing, and similar techniques can be used to discover variants on the term, such as
alternate spellings. (AI is also making it easier for speech recognition systems to sort
out non-native accents.) The application of AI can discover non-obvious associations
between the use of certain terms or phrases and the speaker’s likelihood of behaving
in targeted ways.
An important part of the process is to analyze the text to extract words or phrases
that convey specific kinds of meanings or intentions that can be labeled before
being incorporated as input data into the machine learning model. The technique
is called feature extraction. For example, terms referring to a specific domain, such
as baseball, are tagged as baseball terms — and differentiated from metaphorical
references such as “ballpark figure.” Terms expressing intent can be differentiated
from terms signifying a state of mind or a mood. Verb tense can distinguish past
from future references. And the analysis can flag terms that are directly or indirectly
relevant to the application for which the model was built; e.g., if the application is
© 2017 Fair Isaac Corporation. All rights reserved.
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financial, text referring to money, buying,
selling or borrowing is likely to be flagged
as relevant. This refinement is called
entity extraction.

Text mining application
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Machine learning analysis of text,
especially in big data, can identify both
useful and spurious correlations. A key
challenge for data scientists today is
to separate the genuine insights from
irrelevant coincidences. Machine learning
is notoriously bad at making sense
of human habits of speech such as
sarcasm, which is one reason predictive
analytics generally are used to support
human decision-makers, as opposed to
trusting the analytics to make decisions
on their own.

On the other hand, because machine
learning models are unbiased in the way
they look for correlations and analogies
in text, they will identify insights that
humans, who are instinctively attuned to
meaning, will dismiss as irrelevant, but
that actually aren’t. And computers, via
AI, can analyze vast amounts of text information and recorded speech far beyond the
capacity of human analysts at any reasonable level of staffing.

Graph analysis
Another technique that flows from the modeling of unstructured data is graph
analysis — the ability to analyze relationships within complex networks of entities,
especially people. Graph analysis is important to FICO now because the ability to
tag data with specific properties and connections to other data brings us closer to a
humanlike, cognitive model of learning.
One of the problems in which this type of analysis has been most useful is in the
detection of network fraud — fraud perpetrated by peer networks as opposed to
individuals. A notable example has been Medicare or Medicaid reimbursement fraud
on the part of networks of physicians. Doctors belong to organizations, and they pass
information to their colleagues, including ways to defraud payers. Graph analysis
has been used to detect collusion among doctors in this kind of fraud. The so-called
“Panama Papers” case, in which numerous individuals and companies avoided
income tax through offshore shell companies established through one Panama City
law firm, is a similar example. Narco or human trafficking rings tend to follow the
same pattern.
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Healthcare fraud in networks

By graphing and analyzing the connections and
the flow of information between individuals, graph
theory can help law enforcement understand not
only the extent of the network, but which “nodes”
in the network effectively control it, and thus how
best to disrupt it. Each node can be scored based on
factors such as the number of other nodes to which
it is connected or the frequency of information traffic
to and from the node. A human analyst could easily
distinguish the relative importance of key nodes in
a small social graph, but these kinds of networks
generally are large, intricately interconnected and
have highly complex information flows.
FICO’s investment in these kinds of analytics for
unstructured data offers ways for the company
to make a positive impact beyond risk-analysis in
new areas such as in consulting to public sector
agencies. And there are large opportunities in
healthcare, in the mining of electronic medical
records. The clinical histories in these records are
kept in the form of notes from physicians, nurses,
and other professionals, in association with more
structured data. Important clinical insights will come
from analysis of all this data across large patient
populations.
In business applications, there are opportunities to use this technology to improve
sentiment analysis and intent recognition — distinguishing between customers who
browse online retail sites casually from those who actually intend to buy. And graph
analysis of interconnected customers on social media can identify individuals who
influence the buying decisions of their peers. This kind of analysis has long been
of interest among pharmaceutical companies as a way to build relationships with
key opinion leader physicians, who may influence peer attitudes toward specific
drug brands. Today, with more than 1 billion people using Facebook regularly and
influencing each other’s buying decisions and attitudes about brands, network
analysis and mining of social media posts are techniques that have gotten the
attention of consumer marketers.
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FICO as a leading analytics partner

FICO algorithms strategy

High-value,
differentiated,
intellectual
property

Develop new
algorithms for
high-value problems:
adaptive, real-time,
AI, optimization

Innovate new
solutions in domain/
solution speciﬁc areas:
ﬁnance, fraud,
intelligence

Commodity
Leverage
open source and
external libraries
for common
algorithms

FICO’s capacity for innovation in AI is a significant strategic
advantage, but it is only one component of the company’s
differentiation. Machine learning algorithms alone do not
represent solutions, although they may help to differentiate a
solution in the competitive market. More importantly, a solution
may incorporate a combination of original innovation, patents
and open source components. But it does not become a
practical solution without the domain expertise of people with
first-hand experience in target markets.
FICO has one of the largest bases of experience in
operationalizing AI and machine learning, not just in fraud, risk,
credit and loan optimization, but across most industry verticals.
The company has a large, well-integrated team of experts to
take an AI solution from whiteboard to production to generate
tangible business value. FICO’s data science talent pool,
geographic reach and proven expertise are unparalleled among
AI implementers.
FICO’s six decades of experience give the company access to
a uniquely large body of longitudinal data, which is essential to
establish a base of domain knowledge for tactful application
and to validate models for robust deployment.

How can we help you?

Given the diverse applications of artificial intelligence and
machine learning, and the ever-increasing applicable use cases,
it’s difficult to presume to advise any customer to simply use
any one thing to leverage the power of analytics. Instead, it’s
important to first outline what problem needs to be solved. Part of the inherent
challenge, however, is that analytics of any kind can often be applied to things
that may not even be viewed as a challenge in the first place. Applying AI to create
efficiencies or to optimize or prioritize business issues is just as valuable as, say,
discovering new insights in data.
Analyzing and answering the applicability challenge is exactly where FICO
differentiates and excels. FICO has the platform, tools, applications and expertise to
operationalize analytics — AI or otherwise — in the most powerful way to address the
diversity of needs.
FICO’s approach starts with understanding the challenge. The company is able
to clearly discern operational and business processes and provide the years of
experience to know where and how analytics and AI can be applied to improve
process, automate decisions and enhance customer experiences that will ultimately
grow a business.
© 2017 Fair Isaac Corporation. All rights reserved.
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Easily monitor and manage
models, strategies and rules

ACTION
DECISION
DECISION
Explore and analyze data

Create web and mobile
applications that build
customer relationships

ANALYSIS
ANALYSIS

to improve the quality of

DATA
DATA

business with
dashboards and BI

Optimize, apply machine
learning and build customer
response feedback loops

Just as importantly, FICO has a proven process to connect to data and develop the
necessary state-of-the-art analytics, application development environment and
analytic lifecycle management tools to not only create artificial intelligence-powered
solutions, but to also operationalize and track and monitor analytic performance.
This lifecycle process, instantiated in the FICO® Decision Management Suite,
represents the true leading edge in analytics, execution and automated decisioning
solutions. FICO’s approach represents a truly holistic view of data, analytics and
business operations. It also represents a 60-year evolution in best practices in
automating decision-making, operationalizing analytics, and leveraging machine
learning to automate feedback loops.
We invite you to learn more about artificial intelligence and machine learning at
www.fico.com/ai and the FICO Decision Management Suite at www.fico.com/dms.
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